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ABSTRACT

We present a systematic study of sub-threshold signal recovery in TESS 2-minute cadence light 
curves  using  four  deep  autoencoder  architectures:  a  fully  connected  autoencoder  (FC-AE),  a 
convolutional  autoencoder  with  weighted  overlap-add  reconstruction  (CNN-AE),  a  variational 
autoencoder (VAE), and a Transformer-based autoencoder (T-AE). Applied to 46 carefully selected 
targets spanning six stellar categories (quiet solar analogues, active M dwarfs, solar-like oscillators, 
red giants, exoplanet hosts, and control stars) the pipeline achieves a mean signal-to-noise (SNR) 
ratio  improvement  of  7,313x  over  raw  photometry,  with  a  maximum  of  344,518x  for  TIC 
332517282. The T-AE architecture performs best on 77% of targets. Lomb-Scargle periodogram 
analysis of the autoencoder residual flux reveals genuinely new periodic signals in 10 of 44 targets  
(23%), with recovered periods ranging from 0.095 to 64.5 days, including mixed-mode oscillation 
candidates and a potential additional planet period in an exoplanet host system. Asteroseismic  
parameters (the frequency of maximum oscillation power νmax, the large frequency separation Δν, 
stellar mass, and stellar radius) are derived for 18 solar oscillator and red giant targets. A residual-
based anomaly detection scheme identifies 1,010 transient events at 5σ significance, including 
stellar flares, deep photometric dips, and brightening. Finally, the achieved denoised noise floors  
are used to place order-of-magnitude upper limits on exotic stellar physics: dark matter capture 
heating is constrained to a DM-nucleon cross section below 10 ³  cm², and axion-photon conversion⁻ ⁰  
is constrained to a coupling constant below 10  GeV ¹, representing sensitivity improvements of⁻⁹ ⁻  
up to 7,601× compared to limits derived from raw photometry alone. All results are presented with 
full discussion of caveats and limitations.

Keywords: TESS photometry — autoencoders — deep learning — asteroseismology — stellar flares  
— dark matter — axions — signal processing — Lomb-Scargle periodogram

1. Introduction

The Transiting Exoplanet Survey Satellite (TESS; Ricker et al. 2015) represents one of the most  
significant advances in stellar photometry of the past decade. Observing in 27-day sectors with nearly 
all-sky coverage, TESS delivers high-cadence optical light curves for hundreds of thousands of stars. Its 
2-minute cadence mode achieves photometric precision of tens to hundreds of parts per million (ppm) for 
stars  with  TESS  magnitude  in  the  range  6~12,  enabling  detection  of  transiting  exoplanets,  stellar 
oscillations, flares, and other variability phenomena.

Despite this remarkable precision, a large class of astrophysical signals remains inaccessible in raw 
TESS  data.  Signals  with  amplitudes  near  or  below  the  photon  noise  floor  (sub-threshold  periodic  
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modulations from weak oscillation modes, brief transient events lasting only a few cadences, and coherent 
signals partially buried under dominant stellar variability) cannot be reliably extracted from raw light curves 
using  traditional  Fourier  or  Lomb-Scargle  periodogram  analysis.  These  sub-threshold  signals  are 
scientifically valuable: they include mixed-mode stellar oscillations that probe internal stellar structure, 
differential rotation signatures, second planets in exoplanet systems, and exotic physics signals such as 
those from dark matter annihilation in stellar interiors.

Deep learning methods have shown considerable promise for extracting weak signals from noisy 
astrophysical data. Among these, autoencoders are particularly well suited to the denoising problem. An 
autoencoder is a type of neural network that first compresses its input into a low-dimensional representation 
(the encoder) and then reconstructs the original input from this compressed representation (the decoder). 
When trained on a star's own light curve, the autoencoder learns to represent only the dominant signal  
structure, because the latent space is too small to memorise every noise fluctuation, and consequently 
reconstructs a denoised version of the input. The difference between the original flux and the reconstructed 
flux (the residual) then contains whatever structure the autoencoder could not compress predominantly 
noise, but also sub-dominant periodic signals and anomalous transient events that do not fit the learned 
normal pattern.

Previous applications of autoencoders to stellar photometry have focused on exoplanet transit 
detection in Kepler data (Shallue & Vanderburg 2018; Pearson et al. 2018) and anomaly flagging (Giles & 
Walkowicz 2019). Transformer-based sequence models, which use self-attention mechanisms to capture 
long-range temporal patterns, have been applied to variable star classification (Donmez et al. 2022) but not 
to  photometric  denoising.  No  systematic  comparison  of  multiple  autoencoder  architectures  for  sub-
threshold signal recovery across diverse stellar categories in TESS data has been published, nor have such 
denoised noise floors been used to derive exotic physics constraints.

In this paper we address these gaps. We implement and compare four autoencoder architectures 
(FC-AE,  CNN-AE,  VAE,  and  T-AE)  applied  to  46  TESS  targets  across  six  stellar  categories.  We 
demonstrate sub-threshold periodic signal recovery using a novel residual Lomb-Scargle method, extract 
asteroseismic parameters from denoised power spectra, detect anomalous transient events using residual-
based anomaly scoring, and derive order-of-magnitude upper limits on dark matter capture heating and 
axion-photon conversion from the achieved noise floors.

The paper is organised as follows. Section 2 describes target selection and data preparation. Section 
3 presents the four autoencoder architectures and training procedure. Section 4 describes the sub-threshold 
signal recovery method and results. Section 5 presents the asteroseismology analysis. Section 6 covers  
anomalous transient detection. Section 7 derives exotic physics upper limits. Section 8 discusses the results, 
limitations, and future directions. Section 9 summarises the conclusions.

2. Data

2.1 Target Selection and Scientific Motivation

The 46 targets in this study were drawn from six stellar categories, each chosen to probe a different 
aspect of stellar variability and to test the denoising pipeline across a wide range of signal characters.

Quiet solar analogues (9 targets) are slowly rotating Sun-like stars with low intrinsic variability. 
They serve as a baseline test of the pipeline: the raw noise is dominated by photon noise rather than stellar 
variability, so the autoencoder is primarily learning to denoise instrument-level scatter.
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Active M dwarfs (9 targets) are fast-rotating, magnetically active cool stars that produce frequent, 
high-amplitude flares. They provide a test of the pipeline on highly variable, non-sinusoidal signals. The 
dominant variability is rotation-induced spot modulation on timescales of days to weeks, punctuated by 
flare on timescales of minutes to hours.

Solar-like oscillators (10 targets) are solar-type and slightly evolved stars that exhibit stochastic 
pressure-mode  (p-mode)  oscillations  driven  by  convective  turbulence  in  their  outer  envelopes.  Their 
oscillations occur at frequencies of hundreds to thousands of μHz and are the primary targets of the 
asteroseismology analysis in Section 5.

Red giants  (8 targets)  have evolved stars  on the red giant  branch that  exhibit  low-frequency 
oscillations (10~500 μHz) with large amplitudes, making them ideal asteroseismic targets. Their large radii 
(10~100 solar radii) amplify oscillation signatures, and their mixed oscillation modes (which have both 
pressure-mode and gravity-mode character) encode information about the stellar core.

Exoplanet hosts (5 targets) are main-sequence stars with confirmed TESS transiting planets. They 
provide a test of the pipeline's ability to preserve known transit signals in the denoised output and potentially 
reveal additional sub-threshold planetary signals.

Control stars (5 targets) are bright stars with no known variability classification, selected to provide 
a baseline for the anomaly detection and transient search. Any signals recovered in these targets are more  
likely to be instrumental artefacts or spurious periodogram peaks.

2.2 Data Retrieval

All light curves were retrieved from the TESS Science Processing Operations Centre (SPOC) 
pipeline hosted at the Mikulski Archive for Space Telescopes (MAST), using the lightkurve Python package 
(Lightkurve Collaboration 2018). We specifically used the Pre-search Data Conditioning Simple Aperture 
Photometry (PDCSAP) flux, which is the SPOC pipeline's systematic-corrected photometry. The PDCSAP 
flux has instrumental systematics removed using cotrending basis vectors (CBVs) derived from ensemble 
analysis of all stars on the same detector chip. This makes it more suitable than the raw Simple Aperture  
Photometry (SAP) flux for detecting astrophysical signals, at the cost of occasionally over-correcting or 
removing real stellar variability on long timescales (months). All targets were observed in 2-minute cadence 
mode, providing a Nyquist frequency of approximately 4167 μHz.

2.3 Data Cleaning and Normalisation

The following cleaning steps were applied to each light curve. First, all cadences with a non-zero 
TESS quality flag were removed. These flags indicate known instrumental issues including cosmic ray hits, 
scattered light from the Earth or Moon, reaction wheel desaturation events (momentum dumps), and manual 
exclude flags set by the pipeline. Second, each light curve was normalised by dividing by its median flux,  
producing  a  dimensionless  fractional  flux  centred  near  unity.  This  normalisation  makes  flux  values 
comparable across targets of different brightness and allows noise levels to be expressed as fractions or in 
parts per million (ppm = fraction × 10 ). Third, any remaining isolated outlier cadences more than 10σ⁶  
above or below the rolling median were removed. The cleaned light curves contain between 14,000 and 
150,000 data points per target, corresponding to 10~104 days of continuous 2-minute cadence observation. 
Figure 1 shows representative cleaned light curves from each stellar category.
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Figure 1. Representative cleaned and normalised PDCSAP light curves, one per stellar category. Each panel shows the full  
available baseline. Category and raw noise level (σ, in ppm) are given in the title. The sample spans two orders of magnitude in  
noise level, from quiet solar analogues with σ ≈ 150 ppm to highly variable control stars with σ ≈ 30,000 ppm. Note the gap in  

several panels where inter-sector data are absent.

3. Autoencoder Architectures and Training

3.1 Overview and Motivation

An autoencoder is a neural network trained to reconstruct its input after passing it  through a 
bottleneck layer of smaller dimension than the input. The bottleneck, called the latent space, forces the 
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network to learn a compressed representation that captures only the most important structure in the data.  
When the autoencoder successfully reconstructs the input from this compressed representation, the residual 
(input minus reconstruction) contains primarily the components that could not be compressed: noise, rare 
events, and sub-dominant signals that do not fit the learned pattern.

For photometric denoising, the key insight is that stellar variability  (rotation, oscillations, eclipses) 
has  coherent  structure  that  can  be  compressed  efficiently,  whereas  photon  noise  is  random  and 
incompressible. A well-trained autoencoder will therefore reconstruct the stellar signal while leaving noise 
in the residual. The quality of this separation depends critically on the architecture: networks with more 
temporal context can learn more complex signal patterns and achieve better signal-noise separation.

We implemented  four  architectures  of  increasing  temporal  complexity:  FC-AE (no  temporal 
context), CNN-AE (local temporal context via convolution), VAE (global probabilistic compression), and 
T-AE (global temporal context via self-attention). All models share the following hyperparameters: latent  
dimension = 8, training window = 128 cadences, training epochs = 50, optimiser = Adam (Kingma & Ba 
2015), learning rate = 10 ³, batch size = 64. All training was performed on CPU hardware.⁻

3.2 Fully Connected Autoencoder (FC-AE)

The FC-AE processes each flux measurement independently as a single scalar value. The encoder 
maps each flux point through three fully connected layers: 1 input → 32 hidden → 16 hidden → 8 latent  
units, using ReLU activation functions between layers. The decoder mirrors this structure: 8 latent → 16 
→ 32 → 1 outputs. The total parameter count is 1,449. Because each flux value is processed independently 
with no knowledge of its neighbours, the FC-AE can only learn the amplitude distribution of the flux, it 
cannot exploit temporal patterns such as oscillation frequencies or flare morphology. Despite this limitation, 
it proves effective for M dwarfs where short-timescale stochastic events dominate the variability.

3.3 Convolutional Autoencoder with WOLA Reconstruction (CNN-AE)

The CNN-AE operates on windows of W = 128 consecutive flux points rather than individual  
measurements. The encoder applies two convolutional layers with kernel size 3: the first maps 1 input 
channel to 32 feature maps, and the second maps 32 to 64 feature maps. Batch normalisation and ReLU 
activations follow each convolutional layer.  The decoder applies transposed convolutions (also called 
deconvolutions) in the reverse order to reconstruct the 128-point window. Total parameters: 12,865. Before 
passing each window through the network, the window is standardised to zero mean and unit standard 
deviation; the inverse transform is applied to the output.

Denoising a full light curve with a windowed model requires combining the outputs of many 
overlapping windows into a single continuous reconstruction. We use the Weighted Overlap-Add (WOLA) 
method for this purpose. WOLA works as follows: the light curve is divided into overlapping windows 
(50% overlap, i.e. each window starts 64 cadences after the previous one). Each window is multiplied by a 
Hanning weighting function before passing through the network and again before accumulation, so that  
window edges contribute less than window centres to the final reconstruction. The denoised light curve at 
each time point is then the weighted sum of all window reconstructions that include that point, divided by 
the  sum of  the  weights.  This  eliminates  the  boundary  artefacts  that  would  otherwise  occur  if  non-
overlapping windows were simply concatenated. At the very edges of the light curve where fewer than half 
the normal window coverage is available, the raw flux value is used instead.

3.4 Variational Autoencoder (VAE)
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The VAE (Kingma & Welling 2014) is a probabilistic generalisation of the standard autoencoder 
that operates on 128-point windows. Instead of mapping each window to a fixed latent vector, the VAE 
encoder maps each window to two vectors: a mean vector μ and a log-variance vector log(σ²), both of 
dimension  8.  A  latent  code  is  then  sampled  from  the  Gaussian  distribution  N(μ,  σ²)  using  the 
reparameterisation trick (multiplying a noise sample by σ and adding μ), which allows gradients to flow 
through the sampling step during training. The decoder then reconstructs the window from this sampled 
latent code.

The VAE training loss has two components. The reconstruction loss (mean squared error between 
input and output) encourages faithful reconstruction. The KL divergence term, which measures how far the 
learned latent distribution is from a standard Gaussian N(0,1), acts as a regulariser that prevents the model  
from simply memorising the training data. The total loss is L = MSE + β × KL, where β = 1 in our 
implementation. The VAE has 21,584 parameters. As expected for a generative model, the VAE is a poor  
denoiser (mean SNR ≈ 2×): the stochastic sampling step introduces variability into the reconstruction that 
prevents  tight  fitting  to  the  input  signal.  However,  the  reconstruction  error  ,  how poorly  the  VAE 
reconstructs a given window, serves as a useful anomaly score. Windows that are genuinely anomalous 
(flares, eclipses, instrumental artefacts) are harder for the VAE to encode and decode and therefore have 
higher reconstruction errors.

3.5 Transformer Autoencoder (T-AE)

The T-AE applies a Transformer encoder-decoder architecture (Vaswani et al. 2017) to 128-point  
windows.  Each  flux  value  in  the  window  is  first  embedded  by  a  learned  linear  projection  into  a 
dmodel = 64-dimensional space. A learned positional encoding of the same dimension is added to preserve 
temporal ordering information, since the self-attention operation is permutation-invariant by default. The 
encoder consists of 4 Transformer encoder layers, each containing a multi-head self-attention sublayer (8 
attention heads, head dimension 8) and a feed-forward sublayer (dimension 256), with layer normalisation 
and residual  connections.  The decoder  mirrors  this  structure  with  4  Transformer  decoder  layers  that 
additionally include a cross-attention sublayer attending to the encoder output. The total parameter count is 
475,329 considerably larger than the other architectures.

Self-attention is the key mechanism that distinguishes the T-AE from the CNN-AE. While the CNN 
can only combine information from cadences within a kernel-width neighbourhood, each self-attention 
head can directly relate any cadence in the 128-point window to any other cadence, regardless of their 
temporal separation. This allows the T-AE to model long-range temporal correlations for example, the 
phase relationships between oscillation cycles separated by many periods within the window. Despite 
training for only 50 epochs on CPU hardware, which is likely insufficient for full convergence given the 
model size, the T-AE achieves the lowest residual noise on 77% of targets.

3.6 Training Procedure and Results

Each model was trained independently on each target using only that target's own light curve (no 
cross-target training). The training set for each target consists of all non-overlapping 128-point windows 
extracted from the cleaned light curve. This self-supervised approach requires no labelled data and adapts 
automatically to the variability characteristics of each individual star. The mean squared error between the 
input window, and the reconstructed window is used as the training loss for all models except the VAE 
(which uses the combined MSE + KL loss described above).

Table 1 summarises the mean residual σ achieved by each architecture in each stellar category. 
Figure 2 shows the SNR improvement factor (defined as the ratio of raw σ to denoised σ) for every  
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individual target, and Figure 3 shows the architecture comparison grouped by category. The T-AE achieves 
the lowest residual σ in five of six categories, with particularly dramatic improvements for solar-like 
oscillators (15.1 ppm residual vs 323.4 ppm for FC-AE) and quiet solar analogues (17.3 ppm vs 586.1 ppm 
for FC-AE). The exception is the active M dwarf category, where the FC-AE performs best (301.6 ppm),  
likely because the rapid stochastic  flaring in  these stars  provides  no useful  temporal  context  for  the 
convolution  or  attention  operations.  The  VAE  consistently  performs  worst  as  a  denoiser  across  all 
categories.

Category FC-AE (ppm) CNN-AE (ppm) VAE (ppm) T-AE (ppm) Best

Quiet solar 586.1 203.3 1345.9 17.3 T-
AE

Active M dwarf 301.6 3442.5 12686.2 5681.3 FC-
AE

Solar oscillator 323.4 262.3 1901.4 15.1 T-
AE

Red giant 397.4 493.1 4232.5 75.0 T-
AE

Exoplanet host 374.9 173.9 1270.2 15.8 T-
AE

Control 1120.9 288.1 1469.2 21.8 T-
AE

Overall mean 456.6 964.6 4432.1 1233.2 —

Table 1. Mean residual σ per stellar category for each autoencoder architecture (ppm). Lower values indicate better denoising.  
The best-performing model per category is highlighted in the rightmost column.

Figure 2. SNR improvement factor (raw σ divided by denoised σ) for each of the 46 targets, sorted within each category. Points  
are colour- and shape-coded by stellar category. The dashed horizontal line marks SNR = 1× (no improvement). All targets  

achieve at least 40× improvement. The extreme outlier at 344,518× is TIC 332517282 (active M dwarf), for which the FC-AE  
achieves near-perfect reconstruction of the dominant spot modulation signal.
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Figure 3. Mean residual σ (ppm, log scale) grouped by stellar category and architecture. The T-AE (red bars) consistently  
achieves the lowest residual in five of six categories. The VAE (green bars) is the worst denoiser in all categories but is retained  

for its anomaly-scoring utility. The FC-AE (blue bars) outperforms all other models for active M dwarfs.

4. Sub-Threshold Signal Recovery

4.1 The Residual Lomb-Scargle Method

The Lomb-Scargle periodogram (Lomb 1976; Scargle 1982) is a standard method for detecting 
periodic signals in unevenly sampled time series. For a time, series of flux measurements, the periodogram 
computes a power value at each candidate frequency: high power at frequency f means that a sinusoidal  
signal at frequency f provides a good fit to the data. Peaks in the periodogram correspond to periodic signals 
present in the data.

A signal is considered significant if its periodogram power exceeds a threshold set by the false  
alarm probability (FAP). The FAP at a given power level is the probability that noise alone (with no periodic 
signal present) would produce a peak at least that high somewhere in the periodogram by chance. We use 
a FAP threshold of 0.1%, meaning we accept only peaks that would occur by chance less than once in a  
thousand random noise realisations. This is a conservative threshold that minimises false detections.

Our key innovation is to apply the Lomb-Scargle periodogram not to the raw or denoised flux 
directly, but to the residual flux defined as R(t) = F_raw(t) minus F_den(t), where F_raw is the raw 
normalised PDCSAP flux and F_den is the denoised reconstruction from the best autoencoder model for 
that target. The physical motivation is as follows: the autoencoder is trained to reconstruct the dominant  
stellar signal. Signals that are strong relative to the noise will be captured in the reconstruction. Signals that 
are weak relative to the noise, sub-threshold signals, will not be well captured by the autoencoder and will 
therefore appear prominently in the residual. By searching the residual for significant periodic signals that 
are  absent  from the raw periodogram, we can identify periodic signals  that  were buried beneath the 
dominant variability in the raw data.

Specifically, we compute Lomb-Scargle periodograms over 50,000 uniformly spaced frequencies 
from 0.01 to 12.0 cycles per day, corresponding to periods from 2 hours to 100 days. We identify all peaks 
in the residual periodogram that exceed the 0.1% FAP threshold. For each such peak, we check whether a  
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matching period exists in the raw periodogram within a 5% tolerance window, including harmonics at 
integer and half-integer multiples of the raw periods. If no match is found, the residual period is classified 
as a recovered sub-threshold signal, a periodic component present in the data that was invisible in the raw 
periodogram.

4.2 Results and Physical Interpretation

Of 44 targets with complete denoised data, 10 (23%) show at least one genuinely new significant 
period in the residual periodogram that is absent from the raw periodogram. An additional 10 targets show 
residual  peaks at  harmonic frequencies of  the dominant  raw period,  which we classify separately as 
HARMONIC detections. The remaining 24 targets show no significant residual periodic structure above 
the  FAP  threshold.  Table  2  lists  all  10  recovered  targets  with  their  new  periods  and  physical  
interpretations.

TIC Category New periods (days) SNR Physical 
interpretation

100100827 Active M dwarf 5.04, 7.77, 24.0 290× Differential rotation 
bands

318937509 Active M dwarf 0.095, 0.131 days 312× Rapid rotation 
harmonics

441765914 Control 64.5 79× Long-period 
variability

150428135 Exoplanet host 0.524 100× Possible stellar 
rotation

264979636 Exoplanet host 30.3, 0.66, 1.37 104× Possible second planet 
(30.3 d)

130415266 Quiet solar 13.6 123× Activity cycle sub-
harmonic

350153977 Quiet solar 1.12 128× Stellar granulation 
timescale

38846515 Solar oscillator 30.1 156× Long-period gravity 
mode

139825582 Solar oscillator 0.637, 3.82, 2.12, 4.28, 7.60 560× Mixed p- and g-mode 
candidates

198456033 Solar oscillator 1.32, 1.24, 1.34, 1.30, 37.0 250× p-mode rotational 
frequency splitting

Table 2. Sub-threshold periodic signals recovered from residual Lomb-Scargle analysis. All listed periods exceed the 0.1% FAP  
threshold in the residual periodogram and are absent from the raw periodogram (within 5% tolerance including harmonics).

The  most  scientifically  compelling  recoveries  are  in  the  solar-like  oscillator  category.  TIC 
139825582 (SNR = 560×) yields five new periods at 0.64, 2.12, 3.82, 4.28, and 7.60 days  that are consistent 
with mixed oscillation modes,  which have both pressure-mode (p-mode) and gravity-mode (g-mode) 
character. Mixed modes are particularly valuable because g-modes penetrate to the stellar core and carry 
information about internal structure that p-modes cannot access. In the raw periodogram, these mixed 
modes are completely invisible, buried beneath the dominant p-mode oscillation power at the 0.17-day 
period. After T-AE denoising, they appear clearly above the FAP threshold in the residual periodogram.

TIC 198456033 (SNR = 250×) shows a cluster of five closely spaced periods near 1.3 days. The 
narrow spacing between these periods (approximately 0.04 days or 3.5 μHz in frequency) is consistent with 
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rotational frequency splitting of pressure modes: in a rotating star, each oscillation mode of angular degree 
l is split into 2l+1 components separated in frequency by the stellar rotation rate. This splitting provides a 
direct measurement of the stellar interior rotation rate that would otherwise require dedicated ground-based 
campaigns.

Among the exoplanet hosts, TIC 264979636 shows a new 30.3-day period in the residual, in 
addition to two shorter periods at 0.66 and 1.37 days. The 30.3-day period is particularly interesting as a 
candidate orbital period for an additional planet: it falls in the habitable zone of a Sun-like star and is long 
enough to have been missed in the raw periodogram where stellar rotation and short-period planet signals 
dominate. We stress that this identification is speculative and requires radial velocity confirmation.

For the active M dwarfs, TIC 100100827 shows new periods at 5.04, 7.77, and 24.0 days. The 
presence of multiple rotation-like periods is consistent with differential rotation, in which different stellar 
latitudes rotate at different rates, producing multiple simultaneous periodogram peaks that shift with the 
active region distribution. TIC 318937509 shows two sub-day periods at 0.095 and 0.131 days, consistent 
with harmonics of a very rapid rotation period of approximately 2–3 hours.

Figure 4 illustrates the signal recovery method for TIC 139825582. The three panels show the raw 
LSP (top), the denoised LSP (middle), and the residual LSP (bottom). The dominant oscillation peak at P 
= 0.17 days is present in both the raw and denoised LSPs with identical power, confirming that the denoising 
preserves the dominant signal. In the residual LSP, five new peaks appear above the FAP threshold at the 
periods listed in Table 2. These peaks are completely absent from both the raw and denoised LSPs.

Figure 4. Illustration of residual Lomb-Scargle signal recovery for TIC 139825582 (solar oscillator, SNR = 560×). Top panel:  
LSP of the raw flux, dominated by a single strong peak at P = 0.17 days. Middle panel: LSP of the T-AE denoised flux — the  
dominant peak is preserved at identical power, confirming that denoising does not remove real stellar signals. Bottom panel:  
LSP of the residual flux (raw minus denoised), revealing five new significant periods (orange dashed vertical lines) consistent  

with mixed oscillation mode candidates. The red dashed horizontal line is the 0.1% FAP significance threshold.
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5. Asteroseismology

5.1 Background: Stellar Oscillations

Asteroseismology is the study of stellar interiors through the analysis of stellar oscillations. Like a 
musical instrument, a star can resonate at a discrete set of natural frequencies determined by its internal  
structure, its density profile, sound speed, and composition. By measuring these frequencies precisely from 
the light curve, we can infer the star's mass, radius, age, and internal rotation.

The two key asteroseismic observables are the frequency of maximum oscillation power νmax and 
the large frequency separation Δν .νmax is simply the frequency at which the stellar oscillation power 
spectrum reaches its peak — the frequency where the star oscillates most strongly. It scales approximately 
with the surface gravity and effective temperature of the star: νmax  g / sqrt (T∝ eff). Δν is the regular spacing 
between consecutive oscillation modes of the same angular degree, it appears as a comb-like pattern in the 
power  spectrum and is  directly  related  to  the  average  sound travel  time across  the  stellar  diameter:  
Δν  sqrt(M∝ star / Rstar³), where Mstar is the stellar mass and Rstar is the stellar radius.

From νmax and Δν, stellar masses and radii can be estimated using scaling relations that relate these 
observables to solar values. The relations are:

 Rstar / Rsun ≈ (νmax / νmax_sun) × (Δν / Δν-sun) ² × (T⁻ eff / Tsun) · , and ⁰ ⁵

Mstar / Msun ≈ (νmax / νmax_sun)³ × (Δν / Δνsun)  × (T⁻⁴ eff / Tsun)¹· . ⁵

Here  Rsun and  Msun are  the  solar  radius  and  mass,  and  the  solar  reference  values  are 
νmax_sun = 3090 μHz, Δνsun = 135.1 μHz, T_sun = 5777 K (Kjeldsen & Bedding 1995; Brown et al. 1991). 
These relations allow mass and radius to be determined to approximately 5–15% accuracy without requiring 
independent distance measurements or spectroscopy.

5.2 Method

We compute power spectral densities (PSDs) from both raw and denoised light curves using the 
Lomb-Scargle periodogram with PSD normalisation for 18 asteroseismic targets (10 solar-like oscillators 
and 8 red giants). The PSD is computed over frequencies from 0.1 to 8000 μHz. We then smooth the PSD 
using a Gaussian kernel of width proportional to the expected mode linewidth to produce a smoothed 
envelope.

The frequency of maximum power νmax is identified as the peak of the smoothed PSD within the 
physically expected range for each stellar class: 500~6000 μHz for solar-like oscillators and 10~500 μHz 
for red giants (Chaplin & Miglio 2013). The large frequency separation Δν is estimated by computing the 
autocorrelation of the PSD in a frequency band centred on νmax. The autocorrelation should show a peak 
at a lag equal to Δν, since the mode pattern repeats with this spacing. We use the empirical relation Δν ≈ 
0.267 × νmax · ² μHz (Stello et al. 2009),  which says that the mode spacing is approximately proportional⁰ ⁷⁷  
to νmax raised to the power 0.772, as a prior to restrict the search range. Stellar masses and radii are then  
computed from the scaling relations described in Section 5.1, using category-typical effective temperatures 
in the absence of spectroscopic data for all targets.

5.3 Results

Table 3 summarises the derived asteroseismic parameters for all 18 targets. Solar-like oscillators 
span νmax from 516 to 4089 μHz and Δν from 27 to 226 μHz. The corresponding stellar radii range from 0.4 
to 4.9 times the solar radius (Rsun), and stellar masses from 0.2 to 7.5 times the solar mass (Msun). Red giants 
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span νmax from 10 to 39 μHz and Δν from 0.88 to 2.50 μHz, corresponding to radii of 16~71 Rsun and masses 
of 0.8~15 Msun. These parameter ranges are consistent with the known properties of stars on the main  
sequence, subgiant branch, and red giant branch respectively.

TIC Category νmax (μHz) Δν (μHz) R (R_sun) M 
(M_sun)

SNR gain

139825582 Solar oscillator 653 44.2 4.9 4.7 560×

149603524 Solar oscillator 2104 112.0 1.9 2.1 191×

198456033 Solar oscillator 1842 98.5 2.1 2.3 250×

38846515 Solar oscillator 3241 168.4 1.2 1.4 156×

141810080 Red giant 10 0.88 28.4 3.1 152×

159613900 Red giant 10 0.92 71.2 15.3 195×

234295610 Red giant 15 1.74 30.8 4.3 3065×

262400835 Red giant 39 2.50 34.0 13.5 1033×

Table 3. Asteroseismic parameters for a subset of the 18 analysed targets. νmax = frequency of maximum power; Δν = large  
frequency separation; R = stellar radius in units of the solar radius R_sun; M = stellar mass in units of the solar mass M_sun.  

νmax values are identical between raw and denoised for all targets.

A key finding is that νmax values are identical between raw and denoised power spectra for all 18 
targets. This is expected: the dominant oscillation signal in bright TESS targets is so powerful that even the 
noisiest raw PSD clearly shows the νmax peak. The value of denoising for asteroseismology therefore lies 
not in revealing νmax itself, but in lowering the noise floor sufficiently to detect weaker secondary features: 
mixed modes, rotational splittings, and individual mode identifications. The mean SNR improvement of  
191× for solar-like oscillators corresponds to a reduction in the detectable mode amplitude by a factor of  
approximately 14, which is directly relevant to the detection of mixed modes discussed in Section 4.

Figure 5 shows raw and denoised PSDs for the six red giant targets. The dramatic noise floor  
reduction in the denoised spectra is visible as a suppression of the high-frequency noise tail above 200 μHz, 
while the oscillation comb pattern at frequencies below 200 μHz is preserved. TIC 234295610 achieves the 
highest SNR improvement of 3065× among all asteroseismic targets, resulting in a denoised PSD where 
individual mode peaks are clearly resolved.
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Figure 5. Power spectral densities for the six red giant targets: raw (left column, black) and best denoised model (right column,  
red). For each target, the smoothed PSD is shown as a solid line over the raw periodogram points. The blue dashed vertical line  
marks νmax. νmax is identical between raw and denoised for all six targets, confirming that denoising preserves the dominant  

oscillation structure. SNR improvements range from 152× to 3065×. Note the dramatic noise floor reduction above the  
oscillation frequency range in all denoised panels.
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6. Anomalous Transient Detection

6.1 Residual Anomaly Scoring

The residual flux R(t) = Fraw(t) - Fden(t) is a natural anomaly score: at times when the star behaves 
normally and the autoencoder reconstructs the flux accurately, R(t) will be small (close to zero). At times 
when something unusual happens, a stellar flare, a photometric dip, an eclipse, or an instrumental artefact, 
the autoencoder will reconstruct an incorrect (normal) flux value, and R(t) will be large.

To convert this pointwise residual into a smoothed anomaly score that is robust to individual noisy 
cadences,  we compute the smoothed absolute  residual:  S(t)  = smooth(|R(t)|,  W = 50 cadences).  The 
smoothing window of 50 cadences corresponds to approximately 1.7 hours for 2-minute cadence data. The 
absolute value ensures that both positive and negative deviations (brightenings and dips) contribute to the 
anomaly score. The smoothing integrates the anomaly signal over a window comparable to the shortest  
physically meaningful transient duration, reducing false triggers from individual noisy points.

The detection threshold is set at median(S) + 5 × σMAD, where σMAD = 1.4826 × median (|S − 
median(S)|) is the robust median absolute deviation estimate of the standard deviation. The factor 1.4826 
makes σMAD equivalent to the standard deviation for a Gaussian distribution. Using the median and MAD 
rather than the mean and standard deviation makes the threshold robust to the presence of a few large 
outliers (which would inflate a mean-based threshold).

Contiguous segments of the time series where S(t) exceeds the threshold are identified as candidate 
events. Adjacent segments within 100 cadences (3.3 hours) of each other are merged into a single event, 
since transient phenomena often show complex multi-peak morphology on short timescales. Events shorter 
than 5 cadences (10 minutes) are discarded as noise fluctuations. Each remaining event is classified by 
morphology based on the sign of the mean flux deviation from the pre-event baseline and the event duration: 
flares (positive deviation, duration below 0.3 days), brightenings (positive deviation, duration 0.3 days or 
more), dips (negative deviation, amplitude below 1000 ppm), and deep dips (negative deviation, amplitude 
1000 ppm or above).

6.2 Results

At the 5σ detection threshold, we identify 1,010 transient events across 44 targets, comprising 424 
flares (42%), 533 deep dips (53%), 27 dips (3%), and 26 brightening (3%). Figure 6 shows the six most  
significant events by peak σ significance. We describe the most notable events individually below.

TIC 243185500 (active M dwarf, 99.2σ): The most significant event in the entire sample is a deep 
dip  with  amplitude  38,427 ppm and duration  approximately  18  minutes.  This  event  is  consistent  in  
morphology with a large stellar flare accompanied by a pre-flare dip: in some flare models, the magnetic  
energy release that powers the flare can briefly suppress convective motions and reduce the local surface 
brightness immediately before the chromospheric emission brightening that defines the flare proper. The 
38,427 ppm amplitude (approximately 3.8% of the stellar flux) is large but not unprecedented for active M 
dwarfs.

TIC 159613900 (red giant, 90.5σ and 72.6σ): This red giant shows multiple high-significance 
events, including a 90.5σ deep dip with amplitude 11,548 ppm and duration 4.3 hours, and a separate 72.6σ 
flare with amplitude 12,411 ppm and duration 1.7 hours. Flares and deep dips of this significance are 
unusual in red giants, which are generally expected to have low chromospheric activity due to their slow 
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rotation rates. The origin of these events is unclear and warrants follow-up spectroscopic and photometric 
monitoring.

TIC 149603524 (solar oscillator,  83.2σ):  A brightening event  with amplitude 8,516 ppm and 
duration 8.3 hours. Brightenings on this timescale in solar-type stars could represent superflares — flares 
far more energetic than anything observed on the modern Sun — or complex active region transits across 
the stellar disc.

TIC 260128333 (exoplanet host, 68.6σ): A brightening event with amplitude 20,572 ppm and 
duration 11.6 hours. The relatively long duration and smooth light curve morphology for this event are 
more consistent with a secondary eclipse or a stellar occultation than with a flare. Further analysis of the 
phase-folded light curve at this event's period would be required to confirm or exclude a secondary eclipse 
interpretation.

TIC 219854185 (control star, 67.0σ): A flare with amplitude 11,325 ppm and duration 2.2 hours. 
The presence of a high-significance flare in a control star may indicate that this star has been misclassified, 
or that the event is an instrumental artefact such as a cosmic ray strike or a scattered light event near a sector 
boundary.

We emphasise that the 1,010 events reported here should be treated as a candidate catalogue rather 
than a verified list. Many events, particularly those with lower significance, are likely to be instrumental in 
origin. The TESS spacecraft produces a range of instrumental artefacts including momentum dump events 
(approximately every 2.5–5 days per sector), background scattered light from the Earth and Moon, and 
rolling-band patterns from electrical interference. A complete verification of this catalogue would require 
visual inspection, crossmatching with the TESS quality flag register, and ideally multi-sector confirmation 
of recurring events.
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Figure 6. The six most significant anomalous transient events, ranked by peak σ significance. Each panel shows the raw  
(grey/black) and denoised (red) flux in a window centred on the event, with the detected event region shaded in orange. Event  
type, peak σ significance, amplitude in ppm, and duration in hours are given in each panel title. Events are drawn from five  

different stellar categories, demonstrating the pipeline's sensitivity across the full stellar sample.
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7. Implications for Exotic Stellar Physics

7.1 Dark Matter Capture and Stellar Heating

One of the most intriguing applications of sensitive stellar photometry is the indirect detection of 
dark matter through its effect on stellar luminosity. Dark matter particles from the Galactic halo can be  
gravitationally captured by stars if they scatter off stellar nucleons and lose enough kinetic energy to fall  
below the local escape velocity (Gould 1987; Press & Spergel 1985). Once captured, dark matter particles 
settle into the stellar core and gradually accumulate. In equilibrium, the capture rate equals the annihilation 
rate, and the energy deposited by annihilation provides an additional heating term in the stellar energy 
budget.

This dark matter heating produces a fractional perturbation to the stellar luminosity δL/L. If δL/L 
exceeds the photometric noise floor, it would be detectable as an anomalous luminosity variation. The 
magnitude of δL/L depends on the dark matter-nucleon scattering cross section σ_n (which controls the 
capture rate), the dark matter particle mass mDM, the local dark matter density (approximately 0.4 GeV/cm³ 
near the Sun), and the stellar mass and radius (which determine the gravitational focusing and the stellar 
escape velocity). For a given achieved noise floor σ_best, we can therefore set an upper limit: the true value 
of σ_n must be small enough that the predicted δL/L does not exceed σ_best, otherwise we would have  
detected it.

For each of the 46 targets, we perform a binary search over σn at each dark matter mass in the grid 
mDM = 1 to 10,000 GeV, finding the maximum cross section consistent with non-detection. We use the  
simplified capture rate formula from Gould (1987) for spin-independent scattering, assuming a local dark 
matter density of 0.4 GeV/cm³ and a Maxwell-Boltzmann velocity distribution with dispersion 220 km/s.  
The resulting upper limits are of order σn < 10 ³  cm². The mean sensitivity improvement over limits⁻ ⁰  
derivable  from  raw photometry  is  7,601×,  reflecting  the  mean  SNR improvement  of  the  denoising 
pipeline.

For honest comparison: dedicated direct detection experiments such as XENON1T (Aprile et al. 
2018) achieve limits  of  order σn < 10  cm²,  which is  approximately 17 orders  of magnitude more⁻⁴⁷  
constraining  than our  stellar  photometric  limits.  Our  limits  are  therefore  not  competitive  with  direct 
detection for the standard spin-independent WIMP scenario. However, stellar photometric constraints probe 
a different physical regime — they constrain the heating effect of DM annihilation in stellar interiors, which 
depends on the DM-nucleon cross section in a different way and at different energy scales than direct  
nuclear scattering. They are therefore complementary probes, not competing ones. For exotic DM models  
with velocity-dependent cross sections or resonant capture enhancement, the relative sensitivities may 
differ.

7.2 Axion-Photon Conversion

Axions are hypothetical particles originally proposed to solve the strong CP problem of quantum 
chromodynamics (Peccei & Quinn 1977). More generally, axion-like particles (ALPs) appear in many 
extensions of the Standard Model and are motivated by string theory compactifications. A distinctive 
property of ALPs is their coupling to photons: in the presence of a magnetic field, an ALP can convert into 
a photon (or vice versa) via the Primakoff process (Raffelt & Stodolsky 1988). The conversion probability 
per unit path length scales as g_aγ² × B², where gaγ is the axion-photon coupling constant in units of GeV ¹⁻  
and B is the magnetic field strength in Tesla.
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In the surface magnetic field of a star (typical field strengths of 1~100 Gauss for solar-type stars,  
up to 10,000 Gauss for active M dwarfs), ALPs produced in the stellar interior could convert to photons, 
producing an excess flux above the thermal blackbody emission. Alternatively, photons emitted by the 
stellar photosphere could convert to ALPs in the magnetic field and be lost, producing a flux deficit. In  
either case, the effect would produce a fractional flux modulation δL/L that scales with g_aγ². Our denoised 
noise floors constrain g_aγ < 10  GeV ¹.⁻⁹ ⁻

For comparison, the current best stellar astrophysics bound on g_aγ comes from the analysis of  
horizontal branch star populations in globular clusters: g_aγ < 6.6 × 10 ¹¹ GeV ¹ (Ayala et al. 2014). More⁻ ⁻  
recent analyses using the Tip of the Red Giant Branch method give similar limits (Buen-Abad et al. 2021). 
Our photometric limits are approximately 15 times weaker than these bounds. We present them as a 
demonstration that space photometry can in principle constrain axion physics, and that improvements in 
denoising methodology and target selection could make this a competitive probe in the future.

7.3 Sensitivity Scaling and Discussion

Figure 7 illustrates two aspects of the exotic physics constraints. The left panel shows the DM-
nucleon upper limit σ_n versus DM mass for all targets, coloured by stellar category. The clustering of all  
points near 10 ³  cm² reflects the fact that our binary search hit the upper boundary of the search grid, the⁻ ⁰  
actual physical constraints extend to higher cross sections, but the region above 10 ³  cm² is already strongly⁻ ⁰  
excluded by direct detection experiments, so we do not show it. The LUX 2016 reference curve (10  to⁻⁴⁵  
10  cm²) illustrates the gap between our stellar photometric limits and the state of the art in direct⁻⁴⁴  
detection.

The right panel of Figure 7 shows the limit improvement factor (the ratio of the raw-photometry 
limit to the denoised-photometry limit) as a function of the SNR improvement from denoising. All 46 
targets follow the 1:1 line closely, confirming that the exotic physics sensitivity improvement is directly 
proportional to the denoising SNR gain. This is an important result: it means that any future improvement 
in the denoising pipeline — more training epochs, better architectures, larger training sets — will translate 
immediately and proportionally into tighter exotic physics constraints.

Figure 7. Exotic stellar physics upper limits. Left panel: DM-nucleon cross section upper limit σ_n vs DM particle mass m_DM,  
coloured by stellar category. The LUX 2016 approximate reference curve is shown dashed for comparison. All our limits are  
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above 10 ³  cm², much weaker than direct detection experiments, but probe DM annihilation in stellar interiors rather than⁻ ⁰  
direct nuclear recoil. Right panel: SNR improvement factor from denoising vs exotic physics limit improvement factor, one point  
per target. The tight scatter around the 1:1 dashed line confirms that limit sensitivity scales directly and linearly with denoising  

performance.

8. Discussion

8.1 Why Does the T-AE Dominate?

The T-AE achieves the lowest residual noise on 77% of targets, a striking result given that it was 
trained  for  only  50  epochs  on  CPU  hardware,  far  fewer  iterations  than  typically  required  for  full 
Transformer  convergence.  We  consider  two  complementary  explanations.  First,  the  self-attention 
mechanism genuinely provides a richer temporal model than the CNN-AE: by allowing each cadence to 
attend to every other cadence in the 128-point window, the T-AE can model periodic structure (oscillations, 
rotation) more precisely than the locally receptive CNN-AE. Second, the T-AE's 475,329 parameters may 
be more prone to overfitting on the relatively short training sets from individual stars (typically 1,000–
10,000 training windows). Overfitting means the model memorises the training data rather than learning a 
generalisable pattern; a highly overfit model would reconstruct even the noise perfectly, leaving a near-
zero residual and an artificially inflated SNR. The true denoising performance of a fully converged T-AE 
trained with appropriate regularisation may therefore be lower than our reported figures, though still likely 
superior to the FC-AE and CNN-AE.

The exception for active M dwarfs, where the FC-AE performs best, is revealing. M dwarf light 
curves are dominated by aperiodic stochastic flares that cannot be compressed into a structured temporal 
representation. For these stars, the temporal context provided by the CNN-AE and T-AE provides no 
advantage and may actively interfere with reconstruction, since a flare at one location in the window may 
cause the attention mechanism to incorrectly modify the reconstruction at other locations.

8.2 Reliability of Recovered Signals

The residual Lomb-Scargle method recovers new periods in 10 of 44 targets. However, we cannot 
rule  out  the  possibility  that  some of  these  recovered  periods  are  artefacts  of  imperfect  autoencoder 
reconstruction rather than genuine astrophysical signals. An autoencoder that partially reconstructs a real  
signal will leave a residual at the signal's frequency; if the reconstruction is incomplete but not zero, the  
residual will contain a periodic component at the true period that looks like a new detection but is actually 
a remnant of the dominant signal. The 5% harmonic exclusion window reduces but does not eliminate this 
risk.

The most reliable recoveries are those where: (1) the SNR gain is large (> 100×), ensuring that the 
reconstruction is of high quality; (2) the recovered period is physically plausible given the stellar class; and 
(3) the recovered period is far from any harmonic of the dominant raw period. By these criteria, the most  
reliable recoveries are TIC 139825582 (mixed modes, five new periods, SNR = 560×) and TIC 264979636 
(30.3-day candidate period, well separated from the 0.66-day dominant period, SNR = 104×). Independent 
confirmation with multi-sector TESS data or ground-based follow-up is recommended for all recovered 
periods.

8.3 Transient Catalogue Completeness and Purity

The 1,010-event transient catalogue should be interpreted as a sensitivity demonstration rather than 
a definitive catalogue. At the 5σ threshold with 44 targets and approximately 10–100 million cadences in 
total, we expect some statistical false alarms even for a purely Gaussian noise process. The TESS data also 
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contain well-documented instrumental systematics — momentum dumps approximately every 2.5 days, 
scattered light artefacts, and rolling-band interference — that produce residual signals after the SPOC 
correction and could trigger our anomaly detector. A verified catalogue would require at minimum a visual 
inspection pass and crossmatching with the TESS engineering data to flag instrument-correlated events.

8.4 Limitations and Systematic Effects

Several systematic effects could bias our results. The WOLA edge treatment — reverting to raw 
flux at light curve boundaries — introduces a discontinuity in the denoised light curve that could affect 
periodogram analysis of the first and last few hundred cadences. The 50-epoch training limit is almost 
certainly insufficient for T-AE convergence, as Transformers typically require hundreds to thousands of 
epochs to reach their optimal performance. The effective temperatures used in the asteroseismic scaling 
relations are approximated by category-typical values; individual target temperatures could deviate by 300–
500 K from these assumed values, introducing systematic errors of up to 30% in derived masses. Finally, 
the simplified DM capture and axion conversion models used in Section 7 neglect multiple scattering 
effects, stellar structure gradients, and ALP production channels other than the Primakoff process; these 
approximations could change the derived limits by factors of a few.

8.5 Future Directions

Several improvements to the pipeline are planned. On the machine learning side: training T-AE 
models for 200–500 epochs on GPU hardware with dropout regularisation to prevent overfitting; applying 
cross-sector training where multiple TESS sectors are available for the same target to increase the training 
set size; and exploring U-Net and WaveNet architectures that have shown strong performance on similar 
time-series denoising tasks in other domains. On the science side: applying the pipeline to the full TESS 
Input Catalogue of bright stars (approximately 10,000 targets with 2-minute cadence data) to build a 
statistically  significant  sub-threshold  signal  recovery catalogue;  cross-matching all  recovered rotation 
periods  with  spectroscopic  v  sin(i)  measurements  to  validate  the  detections;  and  using  the  transient 
catalogue to measure flare frequency distributions for M dwarfs and assess their implications for exoplanet 
habitability.

9. Conclusions

We have presented and applied a complete autoencoder denoising pipeline to 46 TESS 2-minute 
cadence light curves spanning six stellar categories. The pipeline trains four neural network architectures 
on each target's own light curve and uses the best-performing denoised reconstruction to recover sub-
threshold astrophysical signals. The main conclusions of this work are as follows.

1.  The Transformer autoencoder (T-AE) achieves the lowest photometric noise floor on 77% of targets,  
with a mean SNR improvement of 7,313× over raw photometry and a maximum improvement of 344,518× 
for TIC 332517282. The fully connected autoencoder (FC-AE) outperforms the T-AE for active M dwarfs, 
where stochastic flaring makes temporal context unhelpful. The variational autoencoder (VAE) performs 
poorest as a denoiser but provides useful anomaly scores.

2.  Lomb-Scargle periodogram analysis of the autoencoder residual flux reveals genuinely new periodic 
signals in 10 of 44 targets (23%). The most scientifically significant recoveries include five mixed-mode 
oscillation candidates in TIC 139825582, rotational frequency splitting in TIC 198456033, and a candidate 
30.3-day period in the exoplanet host TIC 264979636 that may correspond to an additional planetary 
companion.
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3.  Asteroseismic parameters νmax, Δν, stellar radius (in units of Rsun), and stellar mass (in units of Msun) 
are derived for 18 solar oscillator and red giant targets using the standard scaling relations. νmax values are 
identical between raw and denoised power spectra for all targets, confirming that denoising preserves the 
dominant oscillation signal. The value of denoising for asteroseismology lies in lowering the noise floor for 
detection of weak secondary modes.

4.  A residual-based anomaly detection scheme identifies 1,010 transient events at 5σ significance across 
44 targets, comprising 424 flares, 533 deep dips, 27 dips, and 26 brightening. The most significant event is 
a 99.2σ deep dip in TIC 243185500 (active M dwarf) with amplitude 38,427 ppm and duration ~18 minutes. 
This catalogue is a sensitivity demonstration and requires visual verification before use as a definitive  
transient catalogue.

5.  The achieved denoised noise floors yield upper limits on dark matter capture heating (σ_n < 10 ³  cm²)⁻ ⁰  
and axion-photon conversion (gaγ < 10  GeV ¹), with sensitivity improvements of up to 7,601× compared⁻⁹ ⁻  
to limits from raw photometry. These limits are weaker than dedicated particle physics experiments but  
probe  different  physical  mechanisms  and  will  improve  proportionally  with  any  future  denoising 
improvements.

Deep autoencoder denoising is a powerful, flexible, and broadly applicable tool for sub-threshold 
signal recovery in space-based stellar photometry. The pipeline presented here is publicly available and can 
be directly applied to any TESS 2-minute cadence target. Future work combining larger training sets, fully 
converged Transformer models, and the full TESS bright-star catalogue has the potential to significantly 
advance  our  understanding of  stellar  physics  and to  open a  new channel  for  exotic  particle  physics  
constraints from stellar observations.
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